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(A2)   prior well-specified 
(A3)   computationally feasible 

(A1), (A2), (A3)
(A1), (A2), (A3)

(A1), (A2), (A3)

(A1), (A2), (A3)

[See Knoblauch, Jewson, & Damoulas (2019/2022)]

Data-fitting Prior regularisation

p(x1:n ∣ θ) ⟶ exp{−𝖫  𝖫

π𝖫
   

𝖫  
 𝖫  

Post-Bayesian Inference II



Possible belief updates
πn(θ ∣ x1:n) =

p(x1:n ∣ θ) ⋅ π(θ)
∫ p(x1:n ∣ θ) ⋅ π(θ)dθ

Bayes’ Posterior

Power/Fractional/ 
Cold Posterior

Gibbs/Generalised/ 
Pseudo Posterior

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

(A1)   model well-specified 
(A2)   prior well-specified 
(A3)   computationally feasible 

(A1), (A2), (A3)
(A1), (A2), (A3)

(A1), (A2), (A3)

(A1), (A2), (A3)

q*n (θ) = arg min
q∈𝒬 {ℒ(q, x1:n) + D(q, π)};

𝒬 ⊆ 𝒫(Θ) Data-fitting Prior regularisation

π𝖫
n (θ ∣ x1:n) =

exp{−𝖫(x1:n, pθ)} ⋅ π(θ)
∫ exp{−𝖫(x1:n, pθ)} ⋅ π(θ)dθ

Post-Bayesian Inference
Optimisation-centric posteriors /  
Generalised Variational Inference

II

KL ⟶ D
𝒫(Θ) ⟶ 𝒬

p(x1:n ∣ θ) ⟶ p(x1:n ∣ θ)λ, λ > 0

[See Knoblauch, Jewson, & Damoulas (2019/2022)]

p(x1:n ∣ θ) ⟶ exp{−𝖫(x1:n, pθ)},  loss 𝖫



Power/Fractional/ 
Cold Posterior

Gibbs/Generalised/ 
Pseudo Posterior

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

(A1), (A2), (A3)
(A1), (A2), (A3)

(A1), (A2), (A3)

q*n (θ) = arg min
q∈𝒬 {ℒ(q, x1:n) + D(q, π)};

𝒬 ⊆ 𝒫(Θ) Data-fitting Prior regularisation

π𝖫
n (θ ∣ x1:n) =

exp{−𝖫(x1:n, pθ)} ⋅ π(θ)
∫ exp{−𝖫(x1:n, pθ)} ⋅ π(θ)dθ

Post-Bayesian Inference
Optimisation-centric posteriors /  
Generalised Variational Inference

[See Knoblauch, Jewson, & Damoulas (2019/2022)]
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Power/Fractional/ 
Cold Posterior

Gibbs/Generalised/ 
Pseudo Posterior

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

(A1), (A2), (A3)
(A1), (A2), (A3)

(A1), (A2), (A3)

q*n (θ) = arg min
q∈𝒬    

𝒬  𝒫 Data-fi Prior regularisation

π𝖫
n (θ ∣ x1:n) =

exp{−𝖫(x1:n, pθ)} ⋅ π(θ)
∫ exp{−𝖫(x1:n, pθ)} ⋅ π(θ)dθ

Post-Bayesian Inference
Optimisation-centric posteriors /  
Generalised Variational Inference

[See     

Parameter Inference III

VIPredictively oriented Inference



Q: What does it do?

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

Power/Fractional/Cold Posteriors

Power Posteriors



Picture from Kallionen, Paananen, Bürkner, & Vehtari (2023)


π(λ)
n (θ ∣ x1:n)

π(θ)
p(x1:n ∣ θ)λ

λ
λ λQ: What does it do?

A: Trades off prior vs data

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

Power/Fractional/Cold Posteriors

Power Posteriors
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Picture from Kallionen, Paananen, Bürkner, & Vehtari (2023)


π(λ)
n (θ ∣ x1:n)

π(θ)
p(x1:n ∣ θ)λ

λ
λ λQ: What does it do?

A: Trades off prior vs data

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

Power/Fractional/Cold Posteriors

Power Posteriors

No robustness to model 
misspecification…

⟹

III



π𝖫
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Q: When is                    robust?π𝖫
n (θ ∣ x1:n)

Part of distribution our model captures
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probability distribution

qε = (1 − ε) ⋅ q0 + ε ⋅ c
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exp{−λ ⋅ 𝖫(x1:n, pθ)} ⋅ π(θ)
∫ exp{−λ ⋅ 𝖫(x1:n, pθ)} ⋅ π(θ)dθ

Q: When is                    robust?π𝖫
n (θ ∣ x1:n)

Part of distribution our model captures

Data-generating  
probability distribution

qε = (1 − ε) ⋅ q0 + ε ⋅ c

-contamination 
distribution

Setting: for some small ε ≥ 0,
ε

q0

Standard Bayes

What we want

contamination

What we want:
x1:n ∼ qε
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π𝖫

n (θ ∣ x1:n)

π𝖫
n (θ ∣ z1:n)

≈

Gibbs Posteriors
III



π𝖫
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exp{−λ ⋅ 𝖫(x1:n, pθ)} ⋅ π(θ)
∫ exp{−λ ⋅ 𝖫(x1:n, pθ)} ⋅ π(θ)dθ

Q: When is                    robust?π𝖫
n (θ ∣ x1:n)

Part of distribution our model captures

Data-generating  
probability distribution

qε = (1 − ε) ⋅ q0 + ε ⋅ c

-contamination 
distribution

Setting: for some small ε ≥ 0,
ε

q0

Standard Bayes

What we want

contamination

What we want:
x1:n ∼ qε

z1:n ∼ q0{
π𝖫

n (θ ∣ x1:n)

π𝖫
n (θ ∣ z1:n)

≈

Gibbs Posteriors

Theorem: π𝖫
n (θ ∣ x1:n)  is robust over all   if 𝖫 is.c ∈ 𝒮

A: Whenever                  is!𝖫(x1:n, pθ)
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π𝖫
n (θ ∣ x1:n) =

exp{−λ ⋅ 𝖫(x1:n, pθ)} ⋅ π(θ)
∫ exp{−λ ⋅ 𝖫(x1:n, pθ)} ⋅ π(θ)dθ

Q: When is                    robust?π𝖫
n (θ ∣ x1:n)

Part of distribution our model captures

Data-generating  
probability distribution

qε = (1 − ε) ⋅ q0 + ε ⋅ c

-contamination 
distribution

Setting: for some small ε ≥ 0,
ε

q0

Standard Bayes

What we want

contamination

What we want:
x1:n ∼ qε

z1:n ∼ q0{
π𝖫

n (θ ∣ x1:n)

π𝖫
n (θ ∣ z1:n)

≈

Gibbs Posteriors

Theorem: π𝖫
n (θ ∣ x1:n)  is robust over all   if 𝖫 is.c ∈ 𝒮

A: Whenever                  is!𝖫(x1:n, pθ)
Generally untrue for log likelihoods!
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Duran-Martin, Altamirano, Shestopaloff, Sanchez-Betancourt, K., Briol, & Murphy (2024); ICML

Gibbs Posteriors: Kalman Filtering/Tracking
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Duran-Martin, Altamirano, Shestopaloff, Sanchez-Betancourt, K., Briol, & Murphy (2024); ICML

πn(θ ∣ x1:n) =
p(x1:n ∣ θ) ⋅ π(θ)

∫ p(x1:n ∣ θ) ⋅ π(θ)dθ
π𝖫

n (θ ∣ x1:n) =
exp{−𝖫(x1:n, pθ)} ⋅ π(θ)

∫ exp{−𝖫(x1:n, pθ)} ⋅ π(θ)dθ

III
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Duran-Martin, Altamirano, Shestopaloff, Sanchez-Betancourt, K., Briol, & Murphy (2024); ICML

πn(θ ∣ x1:n) =
p(x1:n ∣ θ) ⋅ π(θ)

∫ p(x1:n ∣ θ) ⋅ π(θ)dθ
π𝖫

n (θ ∣ x1:n) =
exp{−𝖫(x1:n, pθ)} ⋅ π(θ)

∫ exp{−𝖫(x1:n, pθ)} ⋅ π(θ)dθ
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Gibbs Posteriors: Kalman Filtering/Tracking



… why the Gibbs posterior approach?
Existing Approaches:

Extended Models (e.g. Student t Likelihood, Mixture models, …)

Outlier detection/removal before fitting
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Existing Approaches:

Extended Models (e.g. Student t Likelihood, Mixture models, …)

Outlier detection/removal before fi

Only as good/robust as the new model

Posteriors do not have closed forms  => slow

Only for very low-dimensional data

Gibbs posteriors: Robustness + closed forms!

… why the Gibbs posterior approach?

Altamirano, Briol, & K. (2024); ICML spotlight 
Laplante, Altamirano, K., Duncan, & Briol (2025); ICML

Gaussian Processes

III



GP Gibbs posteriors: Cancer Treatment
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Existing Approaches:

Extended Models (e.g. Student t Likelihood, Mixture models, …)

Outlier detection/removal before fi

Only as good/robust as the new model

Posteriors do not have closed forms  => slow

Only for very low-dimensional data

Gibbs posteriors: Robustness + closed forms!

… why the Gibbs posterior approach?

E.g. for intractable models like Potts/Ising Models

III



Gibbs posteriors: Ising/Potts Models

Potts Model
(for Ice Sheet thickness)

Grid size: 171 x 171

pθ(x) =
1

Z(θ)
exp θ∑

i∼j

1xi=xj

 intractable

III



Gibbs posteriors: Ising/Potts Models
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State of the Art MCMC
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>35 Minutes

Gibbs posterior
≈ 0.5 Seconds

III



Power/Fractional/ 
Cold Posterior

Gibbs/Generalised/ 
Pseudo Posterior

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

(A1), (A2), (A3)
(A1), (A2), (A3)

(A1), (A2), (A3)

q*n (θ) = arg min
q∈𝒬 {ℒ(q, x1:n) + D(q, π)};

𝒬 ⊆ 𝒫(Θ) Data-fitting Prior regularisation

π𝖫
   

𝖫  
 𝖫  

Post-Bayesian Inference
Optimisation-centric posteriors /  
Generalised Variational Inference

[See Knoblauch, Jewson, & Damoulas (2019/2022)]

Parameter Inference

Predictively oriented Inference
1

2
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Shen, K., Power, & Oates (2025); AISTATS

Predictively Oriented Posteriors: Lotka-Volterra Model VI
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Pqn
(xtest) = ∫ pθ(xtest) qn(θ) dθ
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Out-of-sample

Gibbs posterior

VIPredictively Oriented Posteriors: Lotka-Volterra Model
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Shen, K., Power, & Oates (2025); AISTATS
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Targets predictive directly. 
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Theorem: π𝖫
n (θ ∣ x1:n) is predictively superior to qn(θ)

Predictively oriented  
posterior based on 
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Posterior Predictive Corresponding Parameter Posterior

Distance from hole (ft) Intercept Effect of Distance

unimodal

bi-modal

⟹ PrO posterior identifies 2 groups of golfers!
(those good at long puts & those not good at it)



Summary: The issue

(A1)   model well-specified 
(A2)   prior well-specified 
(A3)   computationally feasible 

(A1)   model well-specified 
(A2)   prior well-specified 
(A3)   computationally feasible 

x1:n p(x1:n ∣ θ), π(θ)

Expert with 
research question

Statistical modelling  & 
expert knowledge Inference

πn(θ ∣ x1:n)

Different data/
problems Inference

x1:np(x1:n ∣ θ), π(θ) πn(θ ∣ x1:n)

Traditional Bayesian analysis in science Modern Bayesian ML
Flexible model



Power/Fractional/ 
Cold Posterior

Gibbs/Generalised/ 
Pseudo Posterior

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

(A1), (A2), (A3)
(A1), (A2), (A3)

(A1), (A2), (A3)

q*n (θ) = arg min
q∈𝒬 {ℒ(q, x1:n) + D(q, π)};

𝒬 ⊆ 𝒫(Θ) Data-fitting Prior regularisation

π𝖫
n (θ ∣ x1:n) =

exp{−𝖫(x1:n, pθ)} ⋅ π(θ)
∫ exp{−𝖫(x1:n, pθ)} ⋅ π(θ)dθ

Optimisation-centric posteriors /  
Generalised Variational Inference

[See Knoblauch, Jewson, & Damoulas (2019/2022)]

Parameter Inference III

VIPredictively oriented Inference

Summary: The solutions



Orthodox Bayes is inappropriate for many modern problems I.

Conclusion



Orthodox Bayes is inappropriate for many modern problems I.

Conclusion

II. But we have new ways of fixing this! 



Orthodox Bayes is inappropriate for many modern problems I.

Conclusion

II. But we have new ways of fixing this! 
The theory/methodology has been worked out! It's application time!III.
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Ways to engage: Post-Bayes seminar

Prof. Pierre Alquier 
(ESSEC Singapore)

Dr. Edwin Fong  
(University of  
Hong Kong)

Matias Altamirano 
(UCL)

Yann McLatchie 
(UCL)

At a glance/website:                                  https://tinyurl.com/postBayesWebsite 
Where to subscribe to mailing list:          https://tinyurl.com/postBayesSubscribe 
Where to subscribe to calendar:             https://tinyurl.com/postBayesCalendar 
Where to attend the seminars:                https://tinyurl.com/postBayesZoom 
Where recorded seminars are stored:    https://tinyurl.com/postBayesYT
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https://tinyurl.com/postBayesSubscribe
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https://tinyurl.com/postBayesYT


Relevant References for today’s talk
Power Posteriors:

Gibbs Posteriors:

PrO Posteriors:

Rooijakkers, Ronneberg, Briol, K., & Altamirano (2025); ArXiv preprint 2510.26401 
Laplante, Altamirano, K., Duncan, & Briol (2025); ArXiv preprint

Laplante, Altamirano, K., Duncan, & Briol (2025); ICML

Ezzerg & K. (2025); ArXiv preprint 
Altamirano, Briol, & K. (2023); AISTATS

Altamirano, Briol, & K. (2024); ICML 
Duran-Martin, Altamirano, Shestopaloff, Sanchez-Betancourt, K., Briol, & Murphy (2024); ICML 
Matsubara, K., Briol, & Oates (2023); JASA 
Matsubara, K., Briol, & Oates (2022); JRSS-B

Husain & K. (2022); ALT

McLatchie, Cherrief-Abdellatif, Frazier, & K. (2025); ArXiv preprint 2510.01915

Shen, K., Power, & Oates (2025); AISTATS

Wild, Ghalebikesabi, Sejdinovic, & K. (2024); NeurIPS (oral) 
K., Jewson, & Damoulas (2022); JMLR

Masegosa (2020); NeurIPS 
Jankowiak, Pleiss, & Gardner (2020); ICML; (2020); (UAI)

Morningstar, Alemi, & Dilon (2022); AISTATS 

McLatchie, Fong, Frazier, & K. (2025); Biometrika

Grunwald & van Ommen (2017); Bayesian Analysis

Grunwald (2012); ALT
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Wild, Ghalebikesabi, Sejdinovic, & K. (2024); NeurIPS (oral)
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(A1) by using
robust loss 𝖫

(A2) by using (A3) by optimising over 
a set 𝒬  𝒫

(A1)   model well-specifi
(A2)   prior well-specifi
(A3)   computationally feasible 

Target the best-fitting predictive 
(rather than the best-fitting parameter) 

π𝖫
   

𝖫  
 𝖫  

 
𝒫  𝖫     

Masegosa (2020); NeurIPS 
Jankowiak, Pleiss, & Gardner (2020); ICML; (2020); (UAI)

Morningstar, Alemi, & Dilon (2022); AISTATS 
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Number of observations   n
p(yi ∣ θ, xi) = 𝒩(yi;

50

∑
d=1

θi xi,d , σ2)
Regression model (misspecified):

Q: Why do it do?

D
D
n− < 6 D

n− > 6

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

Power/Fractional/Cold Posteriors

1
Power Posteriors
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The ‘Safe Bayes’ effect (see Grünwald, 2012) 
(picture from Grünwald & van Ommen, 2017)

Bayes Posterior & Maximum A Posteriori
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∑
d=1

θi xi,d , σ2)
Regression model (misspecified):

True Model

Q: Why do it do? Power posteriors 
(    chosen with 

‘Safe Bayes’ approach)
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Number of observations   n
p(yi ∣ θ, xi) = 𝒩(yi;

50

∑
d=1

θi xi,d , σ2)
Regression model (misspecified):

True Model

Q: Why do it do?
A: better risk properties/predictions  
 
     if       is small 

Power posteriors 
(    chosen with 

‘Safe Bayes’ approach)

D

D
n−

λ

D
n− < 6 D

n− > 6

π(λ)
n (θ ∣ x1:n) =

p(x1:n ∣ θ)λ ⋅ π(θ)
∫ p(x1:n ∣ θ)λ ⋅ π(θ)dθ

Power/Fractional/Cold Posteriors

1
Power Posteriors



Ways to engage: Post-Bayes workshop

Matias  
Altamirano 

(UCL)

Yann  
McLatchie 

(UCL)

Held @ UCL 15. /16. May 2025;  
>120 people in attendance!


